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The low-rank format

The rank of a matrix A P Rmˆn is the smallest nonnegative number such

that A “ EF
T , where E P Rmˆr and F “ Rnˆr .

A

“

E F
T

Matrix low-rank decomposition.

Advantages

• Reduced storage cost

• Cheaper to process
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Real data and low-rank matrices

Are real data typically low-rank? NO

, but are usually well-approximated

by low-rank matrices.

Consider the following 660 ˆ 1000 image

Figure 1: Original.
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Consider the following 660 ˆ 1000 image

Figure 1: Original. Figure 2: Best rank 10 approx.
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Are real data typically low-rank? NO, but are usually well-approximated

by low-rank matrices.
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Figure 1: Original. Figure 2: Best rank 30 approx.
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Real data and low-rank matrices

Are real data typically low-rank? NO, but are usually well-approximated

by low-rank matrices.

Consider the following 660 ˆ 1000 image

Figure 1: Original. Figure 2: Best rank 50 approx.
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Singular value decomposition

How can we guess a good rank for the approximation?

Singular value

decomposition (SVD)

Theorem (SVD)
For any matrix A P Rmˆn, there exist orthogonal matrices U P Rmˆm,

V P Rnˆn, and a diagonal matrix

⌃ “ diagp�1,�2, . . . ,�r q, �1 • �2 • ¨ ¨ ¨ • �r ° 0,

such that

A “ U⌃V T “
rÿ

i“1

�iUp:, iqV p:, iqT .
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Eckart-Young theorem

Theorem (Eckart–Young, 1936)
Let A P Rmˆn

with singular value decomposition

A “ U⌃V T , ⌃ “ diagp�1, . . . ,�minpm,nqq, �1 • �2 • ¨ ¨ ¨ • 0.

For any 1 § k † minpm, nq, the best rank-k approximation to A in both

the spectral and Frobenius norms is given by

Ak “ Uk⌃kV
T
k ,

where Uk ,Vk contain the first k singular vectors and

⌃k “ diagp�1, . . . ,�kq. Moreover,

}A ´ Ak}2 “ �k`1, }A ´ Ak}2F “
minpm,nqÿ

j“k`1

�2
j .
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Computational cost of SVD

Classical SVD
Computing a rank k truncated SVD of an n ˆ n matrix costs

Opn3q,

which is prohibitive for large n.

Randomized SVD (Halko–Martinsson–Tropp, 2011)
The randomized SVD computes it in

Opn2kq,

with very high accuracy.
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Image compression

We now focus on di↵erent images.

Can you guess their numerical rank?

Figure 3: Original: 386 ˆ 600 ˆ 3.
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Image compression

We now focus on di↵erent images.

Can you guess their numerical rank?

Figure 3: Original: 386 ˆ 600 ˆ 3. Figure 4: Approximation: rank 50.
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Image compression

What about this?

Figure 5: Original: 386 ˆ 600 ˆ 3.
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Image compression

What about this?

Figure 5: Original: 386 ˆ 600 ˆ 3. Figure 6: Approximation: rank 10.
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Image compression

What about this?

Figure 5: Original: 386 ˆ 600 ˆ 3. Figure 6: Approximation: rank 30.
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Image compression

What about this?

Figure 5: Original: 386 ˆ 600 ˆ 3. Figure 6: Approximation: rank 50.
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Degrees of freedom

Even if the rank is relatively high, the image is inherently

low-dimensional. How can we compress it further?

Sparse + low-rank decomposition
Given a matrix A P Rmˆn, we look for a low-rank matrix L (rkpLq “ k)

and a sparse matrix S (nnzpSq “ cq, such that A « L ` S , i.e.

}A ´ L ´ S}2 is small.

Figure 7: Original image

size: 386 ˆ 600 ˆ 3.
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Degrees of freedom

Even if the rank is relatively high, the image is inherently

low-dimensional. How can we compress it further?

Sparse + low-rank decomposition
Given a matrix A P Rmˆn, we look for a low-rank matrix L (rkpLq “ k)

and a sparse matrix S (nnzpSq “ cq, such that A « L ` S , i.e.

}A ´ L ´ S}2 is small.

Figure 7: Original image

size: 386 ˆ 600 ˆ 3.

Figure 8: Approximated image

rkpLq “ 10, nnzpSq “ 2000.
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Degrees of freedom

Figure 9: L
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Degrees of freedom

Figure 10: S
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Video object recognition

The sparse + low-rank decomposition can be used to recognize objects in

motion.

Figure 11: Airplane departures
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A one million problem

Can you complete the following matrix to match the real rate that they

would give?

Collatz Estrada Goldbach Hodge Toeplitz

Andrea 5 4 ? 10 ?

Daniele 7 4 9 7 9

Davide 3 8 ? 9 ?

Federica 10 7 6 ? 3

Nikita 2 10 9 8 7

Table 1: Conjecture’s ratings.

IDEA: the matrix will be approximately low-rank!
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Matrix completion

Low-rank matrix completion
Find the lowest rank matrix X that matches the matrix M, which we

wish to recover, for all entries in the set E of observed entries.

min
X

rankpX q,

s.t. Xij “ Mij , @i , j P E .

Applications

• Recommender Systems: predicts missing ratings for personalized

recommendations.

• Image Processing: fill in missing or corrupted pixels.

• Biology: predicts protein–protein interactions in gene expression

data with missing entries.

• Finance: recover incomplete correlation for portfolio optimization

and risk management.
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On the compressibility of real data

Why are real data approximately low-rank?

Consider the function f px , yq “ x
2 ` y

2, this is the plot

Figure 12: Paraboloid
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On the compressibility of real data

What is the rank of this matrix?

Figure 13: Paraboloid
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On the compressibility of real data

What is the rank of this matrix? 2!

Figure 13: Paraboloid
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On the compressibility of real data

Proof»

—–
x
2
1 ` y

2
1 . . . x

2
1 ` y

2
n

...
. . .

...

x
2
n ` y

2
1 . . . x

2
n ` y

2
n

fi

�fl “

16 / 31



On the compressibility of real data

Proof»

—–
x
2
1 ` y

2
1 . . . x

2
1 ` y

2
n

...
. . .

...

x
2
n ` y

2
1 . . . x

2
n ` y

2
n

fi

�fl “

»

—–
x
2
1 1
...

...

x
2
n 1

fi

�fl

«
1 . . . 1

y
2
1 . . . y

2
n

�

16 / 31



On the compressibility of real data

Proof»

—–
x
2
1 ` y

2
1 . . . x

2
1 ` y

2
n

...
. . .

...

x
2
n ` y

2
1 . . . x

2
n ` y

2
n

fi

�fl “

»

—–
x
2
1 1
...

...

x
2
n 1

fi

�fl

«
1 . . . 1

y
2
1 . . . y

2
n

�

This property extends to any bivariate polynomial! What about general

functions?
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This property extends to any bivariate polynomial! What about general

functions?

Sketch of proof
Let f : ra, bs ˆ rc , ds Ñ R be a continuous function, then by the

Stone-Weierstrass approximation theorem, it can be uniformly

approximated as closely as desired by a polynomial function.

Approximate the matrix associated with that polynomial.
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On the compressibility of real data

Figure 14:

gpx , yq “
b

pexppcospx2 ´ yq ´ sinpx ` yq2 ` y{5 ´ expp
a

|x |{100qqq
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On the compressibility of real data

What is the rank of this matrix?

Figure 15: Matrix associated with gpx , yq
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On the compressibility of real data

The matrix has numerical rank 50 and presents exponential decay

0 100 200 300 400 500
10´21

10´13

10´5

103

k

�
k

Figure 16: Singular values decay of the matrix associated with gpx , yq
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Higher dimensional data

Can we talk about low-rankness for dimensions greater than 2?

YES, in

many di↵erent ways!

Consider the function hpx , y , zq “ xyz , sampled on a 3-dimensional grid

x ˆ y ˆ z “ tx1, . . . , xnu ˆ ty1, . . . , ynu ˆ tz1, . . . , znu. Let H be the

sampled tensor; we can write it as a single outer product.

H “
x

y

z
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Higher dimensional data

What about f px , y , zq “ ∞r
i“1

∞r
j“1

∞r
k“1 ci,j,kx

i
y
j
z
k?

Sum of r3 rank-1 tensors (CP-decomposition) or Tucker decomposition.

C

X

Z

Y
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Higher dimensional data

For d " 2, you may face the so-called curse of dimensionality, but other

suitable low-rank formats are available: tensor-train (matrix product

states for physicists), hierarchical decomposition, tree tensor networks.

Figure 17: An example of a tree tensor network.
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Low-rank arithmetic

For all these formats, one may define an addition, i.e., given two objects

A and B in low-rank format, you may add and then truncate them to the

prescribed rank or accuracy.

`̀ “ Ñ

Figure 18: Sum and truncation in low-rank format.

Things may become rather complicated for general tree tensor networks,

but if the ranks are under control, no exponential growth!

Figure 19: Tensor-train sum.
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Low-rank operators

Consider the Dirichlet problem for the Laplace equation on the unit

square: $
&

%
´�upx , yq “ f , px , yq P p0, 1q2,

upx , yq “ 0, px , yq P Bpr0, 1s2q.

If you discretize this with finite di↵erences on a uniform grid, you get a

very large, yet structured, linear system

24 / 31



Low-rank operators

Linear system. Collecting the interior values of into a vector

u “ vecpUq P RN2
(column-wise stacking). Then the discrete Poisson

system reads

Au “ b,

where the matrix A P RN2ˆN2
has the Kronecker form

A “ 1

h2

`
IN b TN ` TN b IN

˘
,

the matrix TN satisfies

TN “

»

——————–

2 ´1

´1 2
. . .

. . .
. . . ´1

´1 2

fi

������fl
P RNˆN .

and the right-hand side b contains the sampled fi,j .
25 / 31



Low-rank operators

Solving the problem using iterative methods (GMRES) would involve

several matvec of the form Av .

Let V P Rnˆn a matrix such that

vecpV q “ v , then

Av “ 1

h2
vecpVT ` TV q.

What if V is low-rank?

Av “ 1

h2
vecpEFT

T ` TEF
T q.

WAY CHEAPER!

And the rank of the result is at most doubled.

Informal definition
A low-rank operator is a cheap map that takes low-rank objects as input

and produces outputs that remain low-rank.
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The low-rank GMRES

Our aim is to solve the linear system Ax “ b

GMRES in a nutshell

• Generate an orthogonal Vk “
”
v1| . . . |vk

ı
such that

Spanpv1, . . . , vkq “ Spanpb,Ab, . . . ,Ak´1
bq – good subspace

• Find y such that }AVky ´ b}2 is minimal

• x « Vky

Costly operations

• Av

• v ` w

• xv ,wy

Key ideas of low-rank GMRES

• v is a low-rank object

• A is a low-rank operator

• truncate Av and v ` w
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Tensor Train GMRES

The TT-GMRES by Dolgov is an example of low-rank GMRES, where

the vectors and the operator are in tensor-train format.

We show its performance on a convection di↵usion problem of size

64d ˆ 64d

´ 1

100
�u ` xw ,ruy “ e

´}x}, u : r0, 1sd P R.

3 4 5 6
0

1,000

2,000

dimension

t
im

e

TT-GMRES

0 20 40 60 80
0

20

40

d “ 6

iteration

ra
n
k
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Tensor Train GMRES

The TT-GMRES by Dolgov is an example of low-rank GMRES, where

the vectors and the operator are in tensor-train format.

We show its performance on a convection di↵usion problem of size

64d ˆ 64dand compare it with a randomized version.
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The ‹-method: approach outline

Problem Linear ODE or fractional ODE

Ó
New solution expression ‹-algebra

Ó
Discretization Legendre polynomials

Ó
Matrix problem Kronecker, low-rank

Ó
Numerical solution Iterative methods

The solution uptq is given in terms of the coe↵ uk of the Legendre

polynomials pkptq expansion (spectral method for lin. ODEs)

uptq «
kmaxÿ

k“0

ukpkptq.

29 / 31



‹-approach for nuclear magnetic resonsance

The spin dynamic in the NMR spectroscopy can be described by a
Schrödinger equation

#
d
dt ptq “ ´iHptq ptq
 p0q “  0

with Hptq “ A0 ` cosp!tqA1 ´ sinp!tqA2 ´ cosp2!tqA3 ` sinp2!tqA4.

§§û‹-approach1

1
‹›Ñ F0 cosp!tq ‹›Ñ F1 ´ sinp!tq ‹›Ñ F2 ´ cosp2!tq ‹›Ñ F3 sinp2!tq ‹›Ñ F4

«
I ´

4ÿ

i“0

Ai b Fi

�
x “  0 b � or equivalently X ´
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Thank you for your attention!
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